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1 Introduction

The question of how treebank annotation schemes should be related to linguistic
theories has been debated as long as treebanks have existed. Historically speaking,
it is probably true to say that there has been a development from mostly theory-
neutral annotation schemes to more theoretically oriented frameworks or even an-
notation schemes tailored to one specific theory (cf. Nivre [12]). However, given
the considerable cost involved in developing treebanks, it is still important to dis-
cuss which kind of treebank is most useful to the research community as a whole.

The main argument in favor of theory-neutral annotation seems to be that the
treebank can be used by a larger group of researchers, working within different
theoretical frameworks. On the other hand, there is always a risk that the annotation
contains too little information or too many compromises to be really useful for
anyone. In analogy with this, it can be argued that theory-specific treebanks are
more useful for people working within the selected theoretical framework but have
the disadvantage of shutting out people from other research traditions.

To some extent, I believe that the drawbacks of both approaches have been ex-
aggerated, mainly because the possibilities of converting between different kinds of
annotation have been underexploited. For example, the Penn Treebank has some-
times been criticized for not providing enough information to support research
within specific theoretical frameworks. Nevertheless, it has proven possible to con-
vert this treebank into a variety of different formats, often with surprisingly high
accuracy. For example, the treebank has been converted into dependency structures
(Lin [9], Collins [4, 5], Xia [16], Xia and Palmer [17]), LFGf -structures (Cahill
et al. [3]), and GLARF representations (Meyers et al. [11]). Similarly, the German
NEGRA treebank has been converted into LTAG representations and topological
frame representations (Frank [6]), as well as dependency structures (Bohnet [1]).



However, I also believe that the usefulness of treebanks can be improved if
these conversions do not have to be performed post hoc. Thus, even in the cases
of successful conversion cited above, the conversion was always less than 100%
accurate, because the source annotation lacked some information that would have
been needed in order to support a completely accurate conversion. Therefore, it
may be worth including possible conversions as a requirement in the design of
treebank annotation schemes. Instead of asking whether the annotation should be
theory-specific and, if so, which theory should be chosen, we should ask what dif-
ferent kinds of (theory-specific) annotation we want tosupportthrough automatic
conversion from an underlying internal representation which in itself need not cor-
respond to the representation of any particular theory.

In this paper, I will illustrate the idea of a theory-supporting treebank in the
context of a Swedish treebank project, which is still at the stage of designing its an-
notation scheme. In particular, I will demonstrate how a basic annotation scheme
based on phrase structure trees with labeled edges, of the kind used in the Ger-
man TIGER project (Brants et al. [2]) and advocated for Swedish by Volk and
Gustafson-Capkova [15], can be used to support a theoretical framework based on
dependency grammar. I will do this by presenting an algorithm that converts the
phrase structure annotation to a dependency tree and discuss under what conditions
this conversion succeeds. However, before we turn to a detailed consideration of
the conversion algorithm (section 3), I want to discuss some more general issues in
the design of a theory-supporting treebank annotation scheme (section 2).

2 Theory-Supporting Annotation Schemes

In the ideal case, a theory-supporting treebank can be seen as a way of gettingn

different theory-specific treebanks for the price of 1, in the sense that the labor-
intensive annotation work only needs to be performed once for the underlying
theory-supporting annotation, while then different theory-specific treebanks can
be derived automatically using well-defined conversion algorithms.

In practice, the price will normally be higher than 1, since the underlying rep-
resentation needs to be more informative than an ordinary annotation scheme in
order to support conversion to other annotation schemes, which means that the
amount of work needed to produce the annotation will be greater than for ordinary
treebanks.

However, as long as the amount of work does not grow proportionally with
the number of schemes supported, there could still be a considerable reduction in
costs. Moreover, the mere existence of well-defined conversion algorithms will
make it easier to systematically compare analyses couched in different theoretical



frameworks, which could be seen as a benefit even without the cost reduction.
To take a concrete example, the Swedish Treebank Symposium 2002 [14] was

devoted to a discussion of different possible annotation schemes to use in a project
to build a large Swedish treebank. The outcome of the discussion was that at least
three different kinds of annotation were favored by different research groups:

1. Chunks and clauses (C): Annotation of non-recursive constituent structures
(chunks) and clause boundaries.

2. Phrase structure (P ): Annotation of hierarchical constituent structure in the
form of phrase structure trees.

3. Dependency structure (D): Annotation of dependency structure in the form
of (labeled) dependency trees.

One way of satisfying the requirements of different research groups would then be
to set up a theory-supporting annotation scheme, depicted schematically in Figure
1, whereS stands for source annotation andCC , CP andCD denote conversions
from this source annotation to the target annotationsC, P andD, respectively.
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Figure 1: Theory-supporting treebank annotation scheme for Swedish

In order to build a Swedish treebank along these lines, we would therefore need
to define a source annotation schemeS that could support accurate conversion to
each of the three target schemes (C, P , D). As already indicated, I believe that the
role ofS could be played by an annotation scheme similar to the one used in the
German TIGER project (Brants et al. [2]) and advocated for Swedish by Volk and
Gustafson-Capkova [15].

Given that the source annotation scheme is based on phrase structure, the con-
version toC andP would in most cases be very simple, whereas the conversion
to dependency trees is less straightforward. For example, Bohnet [1] reports an
accuracy rate of 74% in converting from the NEGRA annotation scheme (the pre-
decessor of TIGER) to dependency structures of the kind used as surface repres-
entations in Meaning-Text Theory (cf. Mel’čuk and Pertsov [10]). I hope to show



in section 3 that the accuracy can be improved considerably if the conversion can
be taken into account when defining the source and target annotation schemes.

In general, we can define a theory-supporting annotation scheme as consisting
of a triplehS; T;Ci, where:

� S is a source annotation scheme.

� T = fT1; : : : ; Tmg is a set of target annotation schemesTi.

� C = fC1; : : : ; Cmg is a set of mappingsCi : S ! Ti.

This definition gives rise to a whole range of questions that need to be adequately
answered before we can put the idea into practice. How do we choose the annota-
tion schemes to include in the larger theory-supporting scheme? In particular, how
do we choose the source annotation schemeS? How do we define the mappings
from source to target annotation schemes? How do we implement conversion al-
gorithms, and how are these algorithms best used in actual treebank development?

When it comes to choosing the target annotation schemes, it seems that this
must be decided by the (current) interests of the research community. Thus, in the
case of the Swedish treebank discussed earlier, the three annotation schemesC, P
andD together might satisfy the immediate needs of Swedish researchers.

If the target schemes are determined by the interests of the research community,
the source annotation schemeS should be defined in relation to the given setT of
target schemes. Ideally,S should be the minimal annotation scheme that supports
accurate conversion to all the schemesTi 2 T , but the definition ofS is also
dependent on the way we define the mappingsCi.

We can make this formally more precise by adopting a logical perspective on
corpus annotation (cf. Lager [8] and Simov [13]). From this perspective, an annota-
tion schemeA can be seen as an interpreted formal language, and the annotation
of a specific corpusc usingA, which I will denoteA(c), is equivalent to a logical
theory, typically consisting of a non-redundant set of atomic statements aboutc

expressed inA.
A mapping (or conversion)Ci from a source annotation schemeS to a target

annotation schemeTi can be defined as another logical theory, typically consisting
of universally quantified conditionals such that, for any corpusc, the annotation
A(c) together withCi entails the annotationTi(c):

S(c) [ Ci ` Ti(c)

Therefore, the first requirement onS must be that there exists a well-defined map-
pingCi for every target schemeTi:

8Ti 9Ci 8c : S(c) [ Ci ` Ti(c)



However, this is clearly not sufficient to characterize the ideal source scheme, since
this requirement could be satisfied by constructingS so thatS(c) is always the
union of allTi(c), in which case we can let eachCi be the empty theory;. And
since we want to minimize the effort needed to constructS(c) for a given corpus
c, we would rather put less information intoS(c) and more into the mappings.

Let us say that an annotation schemeS satisfying the above constraint is con-
vertible with respect to the setT of target schemes, denotedConvT (S). We can
then propose that the source schemeS should satisfy the following requirement:

ConvT (S) ^ 8S
0 8c : ConvT (S

0)) S0(c) ` S(c)

That is, in addition to being convertible with respect toT , the ideal source scheme
S should give us the weakest possible annotation of every corpusc. This theoretical
ideal may not be attainable in practice, and it certainly does not give us a practical
procedure for constructingS andC givenT . Hence, in order to implement the
idea of theory-supporting treebanks in practical projects, we need to organize the
work in such a way that we can approximate this ideal as closely as possible. For
example, we could adopt an iterative-incremental approach as follows:

1. Define the setT of target annotation schemes.

2. Define a tentative source annotation schemeS and a setC of conversion
algorithms (with one algorithmCi for every target schemeTi).

3. ConstructS(c) for some (initially small) corpusc.

4. For every target schemeTi, apply the corresponding conversion algorithmCi
to produce a converted annotationCi(S(c)) and compare this to the (correct)
target annotationTi(c):

(a) If Ci(S(c)) 6= Ti(c), try revisingCi and/orTi until Ci(S(c)) = Ti(c).

5. After evaluation and (possibly) revisions:

(a) If there is someTi such thatCi(S(c)) 6= Ti(c), try revisingS until
Ci(S(c)) = Ti(c) (while maintainingCj(S(c)) = Tj(c) for all previ-
ously accurate conversions).

(b) If there is noTi such thatCi(S(c)) 6= Ti(c), consider the possibility of
reducingS (weakeningS(c) for arbitraryc).

6. Repeat steps 3–5 with a successively larger corpus until no new conversion
errors occur.



As far as I know, this approach to treebank development has never been tested in
practice, and there are obviously many details that have to be worked out before it
can really be put to use. One of the most serious difficulties probably resides in the
construction of conversion algorithms. I have deliberately overloaded the notation
Ci in this section, using it both to refer to a certain kind of logical theory, which
together with a source annotationS(c) entails a target annotationTi(c), and to
an algorithm that actually computes a target annotation from a source annotation.
But it is evident that the construction of the latter from the former is a non-trivial
problem, if indeed it is a problem that can be solved at all in the general case.

In order to provide a proof of concept for the kind of conversion algorithms
that are needed to create theory-supporting treebanks on a large scale, I will now
present a specific conversion algorithm that has been developed in the context of
the Swedish treebank project referred to above. Although this will not in itself be
proof of either the possibility or the usefulness of theory-supporting treebanks as
such, it may at least show that the idea is worth exploring further.

3 A Treebank Conversion Algorithm

3.1 Source: Phrase Structure Trees with Labeled Edges

The source annotation scheme defined in this section is based on the proposal by
Volk and Gustafson-Capkova [15], which in turn is based on the annotation scheme
adopted in the German TIGER project (Brants et al. [2]). The annotation consists
of phrase structure trees, where nonterminal nodes are labeled with syntactic cat-
egories and edges are labeled with syntactic functions. Unlike in ordinary phrase
structure trees, edges are allowed to cross in order to capture discontinuous con-
stituents. Formally, we define such an annotation scheme as follows:

� Let LC be a set of node labels (syntactic categories) andLF a set of edge
labels (syntactic functions).

� Given a sentenceS consisting ofk words, an annotation structure forS
consists of:

1. A set of nodesV = f1; : : : ; ng, whereT = f1; : : : ; kg is the set of
terminal nodes corresponding to the words ofS andN = fk+1; : : : ; ng
is the set of nonterminal nodes.

2. A total functionC : N ! LN assigning labels to nonterminal nodes.

3. A partial functionF : N � V ! LF , whereF (i; j) = l iff there is an
edge fromi to j labeledl. We assume that the labeled graph induced
byF forms a rooted tree.



Terminal nodes are assumed to be labeled with word forms, possibly extended with
parts-of-speech, and will be ignored in the following (since they remain constant
across the two schemes). Figure 2 shows an example of a phrase structure tree with
labeled edges for a simple Swedish sentence.

(In) (Sweden) (have) (all)(right) (to) (dwell) (out) (in) (nature)

I Sverige har alla rätt att vistas ute i naturen
PP PM VB PN NN IE VB AB PP NN
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Figure 2: Phrase structure tree with labeled edges

3.2 Target: Dependency Trees

The target annotation scheme uses lexicalized dependency trees, where all nodes
correspond to words of the sentence and edges are labeled with dependency rela-
tions. Formally, such a scheme can be defined in the following way:

� LetLD be a set of edge labels (dependency relations).

� Given a sentenceS consisting ofk words, an annotation structure forS
consists of:

1. A set of nodesT = f1; : : : ; kg corresponding to the words ofS.

2. A partial functionD : T 2 ! LD, whereD(i; j) = l iff there is an
edge fromi to j labeledl. Again, we assume that the resulting graph is
a rooted tree.

Figure 3 shows a dependency tree for the same sentence as in Figure 2.
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Figure 3: Dependency tree

3.3 Conversion Algorithm

It is well known that we can convert a phrase structure to a dependency structure
provided that each nonterminal node has a head child (i.e. either a lexical head or
a phrase containing the lexical head), which we can identify unambiguously. For
every phrase in the original tree, we then make each non-head child depend on the
lexical head of the head-child (Xia and Palmer [17]).

In practice, there are two problems with this approach. The first is that most
annotation schemes based on phrase structure do not provide enough information
to identify the head child for all kinds of phrases. Thus, neither the Penn treebank
(Lin [9], Xia and Palmer [17]) nor the NEGRA treebank (Bohnet [1]) supports the
identification of heads with perfect accuracy, which means that the conversion to
dependency structures will only be approximately correct. In a theory-supporting
annotation scheme, it should be possible to eliminate this problem altogether.

The second problem is more serious and resides in the fact that the notion
of head that is needed for the construction of dependency structures may not be
equivalent to the notion of head found in a phrase structure representation (if there
is such a notion at all). For example, the latter scheme may allow phrases with
multiple heads as well as phrases with no head.

Therefore, we will not require that every phrase in the source annotation has
exactly one head, which coincides with the head in the dependency structure. In-
stead, we will only require that the source annotation contains enough information
to identify the head needed for the dependency structure. More precisely, in order
for the conversion to be possible, the following two conditions have to be satisfied:

� For every category labelc 2 LC , there is a partitioning ofLF into a set
H(c) (head functions) and a setD(c) (dependent functions) such that every
node labeled withc has exactly one outgoing edge labeled with an element
of H(c).

� For every category labelc 2 LC , there is a mappingd : D(c) ! LD such
thatd(l) is the dependency relation corresponding to syntactic functionl.



Let S be a sentence of lengthk and let(T;N;C; F ) be its phrase structure
annotation. The algorithm in Figure 4 computes the corresponding dependency
annotation(T;D), using two temporary data structures: an arrayHEAD of nodes
(integers) of sizen (with all elements initialized to zero), and an arrayLABEL of
labels of sizek. In addition, it uses the auxiliary functionPARENT, which returns
the parent of a node in the source tree.

for i = 1 tok do
c i;
while PARENT(c) 6= n do

p PARENT(c);
if F (p; c) 2 H (C (p)) then

HEAD[p] i;
else

HEAD[i] p;
LABEL [i] d(F (p; c));
break;

end if;
end while;

end for;

D ;
for i = 1 tok do

if HEAD[i] 6= 0 then
D D [ fhhHEAD[HEAD[i]]; ii;LABEL [i]ig

end if;
end for;

Figure 4: Conversion algorithm

The algorithm traces the path from each terminali towards the rootn of the
source tree. As long as edges are labeled with head functions, it records thati is the
head of each ancestor nodep. When a dependent function is encountered, it stops
the traversal after recording that the head ofi is to be found in the current ancestor
nodep and that the dependency relation should be whatever the current edge label
is mapped to in the target scheme. The final loop computes the functionD by
adding, for each terminal nodei except the root, an edge fromHEAD[HEAD[i]]
to i with label LABEL [i]. As an example, consider the phrase structure in Figure
2, which can be converted into the dependency structure in Figure 3 given the
information in Table 1.



c H(c) D(c) d(l)

S HD MO ADV

SB SUB

VP HD DO OBJ

CP CMP

MO ADV

PP HD NC NOM

NP HD

Table 1: Head and dependent functions; mappings for dependent functions

It is straightforward to prove that the algorithm always produces a well-formed
dependency tree, given that the conditions stated above are satisfied. Moreover,
the method of conversion allows considerable freedom in the way that a source
analysis is mapped to a target analysis.

For example, it is not necessary that the two analysis schemes agree on what
constitutes the head of a certain construction. Thus, if we want prepositions to
depend on nouns in the dependency structure (instead of the other way around),
we simply have to change the partitioning into head and dependent function so that
NC 2 H(PP) andHD 2 D(PP) (cf. Table 1).

It remains to be seen if the method is general and flexible enough to provide
adequate conversions for the whole range of linguistic phenomena that need to be
dealt with in treebank annotation.

4 Conclusion

The idea of a theory-supporting treebank, as defined in the present paper, can be
seen as an attempt to combine the advantages of theory-neutral and theory-specific
treebank annotation. While the target annotation schemes are theory-specific, the
source annotation scheme must at least be neutral in the sense that it supports con-
version to all target schemes.

Having well-defined conversions from source to target schemes potentially has
two advantages. First, it should allow us to produce a number of theory-specific
treebanks at substantially lower cost than if each treebank had to be developed inde-
pendently. Secondly, it should allow us to make systematic comparisons between
analyses couched in different theoretical frameworks. In this way, the idea has
connections with work on grammar conversion for evaluation purposes (see, e.g.,
Kinyon and Rambow [7]).



However, it still remains to be seen to what extent these potential advantages
can be realized. Before anyone has implemented the idea in practice, it is very
difficult to say how large the gain will be, practically as well as theoretically. The
conversion algorithm described in section 3 should be seen as a first step in this
direction. In the future, we hope to be able to take further steps along this route,
using the methodology outlined in section 2 in order to develop a practical theory-
supporting treebank annotation scheme for Swedish.
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[10] Mel’ čuk, I. A. and Pertsov, N. (1987)Surface-Syntax of English. A Formal
Model in the Meaning-Text Theory. Amsterdam/Philadelphia: Benjamins.

[11] Meyers, A., Grishman, R., Kosaka, M. and Zhao, S. (2001) Covering Tree-
banks with GLARF. InProceedings of the ACL 2001 Workshop on Sharing
Tools and Resources.

[12] Nivre, J. (2002) What kinds of trees grow in Swedish soil? A Comparison of
Four Annotation Schemes for Swedish. In Hinrichs, E. and Simov, K. (eds)
Proceedings of the First Workshop on Treebanks and Linguistic Theories,
123–138.

[13] Simov, K. (2003) HPSG-Based Annotation Scheme for Corpora Develop-
ment and Parsing Evaluation. InProceedings of RANLP 2003, pp. 432–429.

[14] Swedish Treebank Symposium, 28–29 November 2002, Teleborgs Slott,
Växjö University. URL: http://www.msi.vxu.se/�rics/treebank/.

[15] Volk, M. and Gustafson-Capkova, S. (2003) Some Suggestions for a Swedish
Treebank. University of Stockholm: Department of Linguistics.

[16] Xia, F. (2001)Automatic Grammar Generation from Two Different Perspect-
ives. PhD Thesis, University of Pennsylvania.

[17] Xia, F. and Palmer, M. (2001) Converting Dependency Structures to Phrase
Structures. In Allan, J. (ed.)Proceedings of HLT 2001, First International
Conference on Human Language Technology Research, Morgan Kaufmann.


